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Through the Data Manipulation Language (DML) the user of a DB2 database 

supplies the ñWHATò; that is, the data that is needed from the database to 

satisfy the business requirements. DB2 then uses the information in the DB2 

Catalog to resolve ñWHEREò the data resides. The DB2 Optimizer is then 

responsible for determining the all important ñHOWò to access the data most 

efficiently.  

 

Ideally, the user of a relational database is not concerned with how the system 

accesses data. This is probably true for an end user of DB2, who writes SQL 

queries quickly for one-time or occasional use. It is less true for developers who 

write application pro-grams and transactions, some of which will be executed 

thou-sands of times a day. For these cases, some attention to DB2 access 

methods can significantly improve performance.  

DB2ôs access paths can be influenced in four ways:  

 

ǅ By rewriting a query in a more efficient form.  

ǅ By creating, altering, or dropping indexes.  

ǅ By updating the catalog statistics that DB2 uses to estimate access costs.  

ǅ By utilizing Optimizer Hints.  
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The DB2 optimizer looks at each predicate individually and assigns information about the predicate.   

These are now  

some of the optimizer information that has been externalized to us in new Explain tables and using 

the IBM Data Studio Tool.  
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Note: Applying expressions over columns often times prevents the use of index start and stop keys,  

         leads to inaccurate selectivity estimates,  

         and requires extra processing at query execution time.  

V9 ï Index on expressions. 

1) If the expression contains a column reference and there exists an index on the expression, then the following 

      become Stage 1 predicates in V9.  

     T1.COL = T2 col expr, T1.COL <> T2 col expr, expression = value, expression <> value,  

     expression op value , expression op (subquery) 

2) Create index empx3 on table employee (year(hiredate) asc) 

    Create index empx4 on table employee (upper(lastname, locale) asc)   

                                            for example (upper(lastname, óUNIô) asc)     Unicode  

                                            for example (upper(lastname, óEn_USô) asc)  English USA   

 

    Note:  When an index using Upper or Lower, the locale must be specified.  

              APAR (PK68295) will remove the locale requirement  

 

    Create index empx4 on table employee (soundex(lastname) asc) 
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This table contains an index (PRSTDATE, PRENDATE) and because of the YEAR function, DB2 

did not choose 

to use the index, and the predicate is shown as Stage 2.  
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1) There are sort enhancements for both óDistinctô and óGroup Byô with no column function.  Was 

already available  

      prior to V9 with óGroup Byô and a column function.  It now handles the duplicates more 

efficiently in the input  

      phase, elimination a step 2 passing of data to a sort merge. 

 

2) Prior to V9, óDistinctô could only use a unique index to avoid a sort.  óGroup Byô could use both 

unique and non unique.  

    Now V9 óDistinctô may take advantage of non unique indexes to avoid a sort in order to handle 

duplicates.   
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1) There are sort enhancements for both óDistinctô and óGroup Byô with no column function.  Was 

already available  prior to V9 with óGroup Byô and a column function.  It now handles the 

duplicates more efficiently in the input phase, elimination a step 2 passing of data to a sort 

merge. 

 

2) Prior to V9, óDistinctô could only use a unique index to avoid a sort.  óGroup Byô could use both 

unique and non unique. Now V9 óDistinctô may take advantage of non unique indexes to avoid a 

sort in order to handle duplicates.   

 

3) Often times, if one of the tables has no columns being selected from it, it can then be moved to a 

subquery.  
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1)  Minimize programming API (Application Programming Interface) to DB2.  There is overhead 

involved in API 

      calls, no matter how efficient the call may be. Every SQL call represents overhead due to cross-

memory  

     communication on the mainframe and cross-network traffic and cross-memory communication 

from remote clients.  

 

2) Minimize the number of fetches by using multi row fetch (32767 rows) 

 

3) Distributed Apps: Once in compatibility mode in V8 the blocks used for block fetching are built 

using the multi-row  

     capability without any code change. This results in automatic savings for example distributed 

SQLJ applications. 
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Stage 1 = Sargeable 

 

Stage 2 = Non Sargeable.  Predicate processing by this RDS are of DB2 is much more expensive  

                than the RDS Stage 1 area.  Additional processing, additional code path, much more 

expensive  

                then stage 1.   

 

Indexable predicates evaluated first, Stage 1 predicates, next, and Stage 2 predicates last.  
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1) Click on the FETCH box to see any/all predicates not associated with the index chosen 

2) Click on the IXSCAN boxes to see matching index and screening index predicate information  
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9) If noncol expr, noncol expr1, or noncol expr2 is a noncolumn expression of one of these forms, 

then the predicate is not   

       indexable:  noncol expr + 0,  noncol expr ï 0,  noncol expr * 1,  noncol expr / 1,  noncol expr 

CONCAT empty string       

 

11)   Any of the following sets of conditions make the predicate stage 2:  

  - The first value obtained before the predicate is evaluated is DECIMAL(p,s), where p>15, 

and the second value  

     obtained before the predicate is evaluated is REAL or FLOAT.  

  - The first value obtained before the predicate is evaluated is CHAR, VARCHAR, GRAPHIC, 

or VARGRAPHIC, and  

     the second value obtained before the predicate is evaluated is DATE, TIME, or 

TIMESTAMP.  
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Boolean term predicates can be considered for single index access. Non-Boolean term predicates 

can at best be considered for multi-index access or tablespace scans. 

 

A Boolean term predicate is a simple or compound predicate, that when evaluated false for the row, 

makes the entire WHERE clause evaluate to false.  These are the predicates connected by óANDôs. 
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If these predicates were connected by óORô and both written as Stage 1, DB2 would still pick a 

tablespace scan, except now both the predicates would be processed as Stage 1.  

© 2011 Themis, Inc. All rights reserved. 26 



© 2011 Themis, Inc. All rights reserved. 27 


