
© 2011 Themis, Inc. All rights reserved. 1 

DB2 for z/OS Native SQL Procedures are quick and easy to develop, test, and debug. Native 

SQLPL procedures have proven to be an invaluable tool for mid-tier developers with minimal 

z/OS experience.  They perform well and with a little forethought are easy to Deploy across 

environments. This presentation takes a look at DB2 9 & 10 for z/OS Native SQL Procedures 

development Lifecycle and our user clientele experiences in implementing Native SQLPL 

Procedures. We will discuss SQLPLs strengths and limitations, best practices, and interfacing 

with existing change management tools.  

 

Disclaimer: This information could include technical inaccuracies or typographical errors. 

Changes are periodically made to the information herein; these changes will be incorporated in 

new editions of the publication. IBM may make improvements and/or changes in the product(s) 

and/or the program(s) described in this publication at any time without notice. 

 

This document contains references to several IBM products and names which are the property of 

IBM, Inc. 

 

All registered trademarks, trademarks, and service marks are the property of their respective 

companies.  
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Stored procedures are user-written modules that are stored at the database server and can be 

invoked by client applications using SQL statements. Stored procedures are predefined processes 

that execute the DB2 server side of applications. They can be called locally, on the same system 

where the application runs, or remotely from a different system. The SQL CALL statement is used 

to invoke a stored procedure. A stored procedure can send and/or receive parameters from the 

calling program. 

The main goal of the stored procedure is the reduction of network message flow between the 

requester (the application) and the data server (DB2) in a distributed environment. Another usage 

of stored procedures is to have functions callable from any application on any platform. 

Your programming productivity can be improved using stored procedures when you develop 

client/server applications. Stored procedures are the easiest way to perform a remote call and to 

distribute the logic of an application program. 
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In previous releases of DRDA, the client system performed all application logic. The server was 

responsible only for SQL processing on behalf of the client. In such an environment, all database 

accesses must go across the network, resulting in poor performance in some cases. 

Because the application logic runs only on the client workstations, additional network 

input/output (I/O) operations are required for most SQL requests. These additional operations can 

result in poor performance. This approach also requires the client program to have detailed 

knowledge of the server¢ s database design. Thus, every change in the database design at the 

server requires a corresponding change in all client programs accessing the database. Also, 

because the programs run at the client workstations, it is often complicated to manage and 

maintain the copies there. 
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Stored procedures enable you to encapsulate many of your applicationôs SQL statements into a 

program that is stored at the DB2 server. The client can invoke the stored procedure by using only 

one SQL statement, thus reducing the network traffic to a single send and receive operation for a 

series of SQL statements. It is also easier to manage and maintain programs that run at the server 

than it is to manage and maintain many copies at the client machines. 
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Stored procedures enable you to split the application logic between the client and the server. You 

can use this technique to prevent the client application from manipulating the contents of sensitive 

server data. You can also use it to encapsulate business logic into programs at the server. 

The stored procedure can issue static or dynamic SQL statements. Data definition language 

(DDL), most data manipulation language (DML), and data control language (DCL) statements 

can be coded in a stored procedure. 

Stored procedures also enable access to features that exist only on the database server. These 

features include commands that run only on the server, software installed only on the server that 

can be accessed by the stored procedure, and the computing resources of the server, such as 

memory and disk space. 

Because stored procedures are defined in DRDA, they also take advantage of DRDA features, 

such as data transformation between platforms, database security and accounting, and two-phase 

commit support. 
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DECLARE EXIT HANDLER FOR SQLEXCEPTION 

        BEGIN 

         GET DIAGNOSTICS CONDITION 1 

          LINE_NUM   = DB2_LINE_NUMBER, 

          REASON_CODE = DB2_REASON_CODE, 

          SQLCODE_OUT = DB2_RETURNED_SQLCODE, 

          ROW_NUM     = DB2_ROW_NUMBER,   

          MSG_OUT = MESSAGE_TEXT; 

         CALL DB1029CL.SPXNER5 

         (PNAME,LINE_NUM, REASON_CODE, SQLCODE_OUT, 

       ROW_NUM, MSG_OUT,L_SUCCESS); 

         SET L_SUCCESS = SQLCODE; 

        END; 
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Native SQL procedures have been designed with the view of the application development 

lifecycle in mind. You can create a version of an SQL procedure, debug it, replace it or add a new 

version of the procedure, and finally deploy it into production. DB2 manages the various aspects 

of the application development lifecycle in a consistent and integrated manner providing 

enhanced security, including the source code for the native SQL procedures. Also native SQL 

procedures offer application and tools support like SPUFI, DSNTEP2 on the server side, and the 

Data Studio on the client side. Therefore, there are no load modules that need to be link-edited  

and there are no WLM address spaces that need to be refreshed. 
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DSNTEP2 commonly used to interface with change management tools 
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With V9 new function mode, when you create a native SQL procedure, its procedural statements 

are converted to a native representation that is stored in the DB2 catalog and directory, as it is 

done with other SQL statements. The parameter list and procedure options are stored in the 

database catalog tables as in the prior releases. When you CALL a native SQL procedure, DB2 

loads the native representation from the directory and the DB2 engine executes the procedure. 
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From a performance point of view, converting your current critical SQL procedures to the new 

format may take advantage of the native execution in DB2 reducing the usage of the WLM stored 

procedure address spaces and increasing throughput. 

The TEXT column of the SYSIBM.SYSROUTINES table points to the auxiliary table 

SYSIBM.SYSROUTINESTEXT. This is required to hold the large object (LOB) data. The data 

held in auxiliary table SYSIBM.SYSROUTINESTEXT is the character large object (CLOB) data 

that is the source text of the CREATE or ALTER statement with the body for the routine. Define 

the size of the SYSIBM.SYSROUTINESTEXT auxiliary table so that it is large enough to contain 

the native SQL procedures in your environment. 

The expanded size of native SQL procedures will impact your EDM pool, Catalog and the SPT01 

space in your Directory. Review and size accordingly. 

In DB2 V9, almost all of DDF runs in 64-bit mode and now uses above-the-bar storage in the 

z/OS Shared Memory Facility. DDF has moved almost all of the control blocks from ECSA into 

shared memory, freeing this systemôs resource for other users. 
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Relieve 64GB limit for SPT01; PBG tablespace and added LOB column & allow compression 
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DB2 9 for z/OS now places portions of the bound/prepared DML statements (SQL statement text, 

SQLDA for DESCRIBE output, part of the native SQL PL package, and some other areas) into 

storage above the 2 GB bar. This should provide further virtual storage constraint relief below the 

bar. The infrastructure is now in place to move other runtime structures above the bar in the 

future. 

In DB2 9 for z/OS the EDMPOOL plan and package skeletons (SKCT/SKPT) are now above the 

2 GB bar. Also, static SQL sections (CT/PT) are split between above and below the 2 GB bar. 

Some storage acquired for distributed  applications and some storage acquired for dynamic SQL 

statement execution also moved above the 2 GB bar (the Parse Trees and portion of Run Time 

blocks moved above the 2 GB bar). The goal is to reduce virtual storage requirements below the 2 

GB bar by 10 to 15% for both static SQL and dynamic SQL. 

 

DB2 10 DBM1 address space uses 80 ï 90% less virtual storage below the 2 GB bar. 
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Efficiency enhancements with commonly used functions. 

Improved code generation. 

REGENERATE to take advantage of the improvements. 
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DB2 9 for z/OS is able to maintain multiple versions of native SQL procedures in the DB2 catalog 

without having to vary the schema or collection ID. 

VERSION routine-version-id 

Specifies the version identifier for the first version of the procedure that is to be generated. V1 is 

the default version identifier. However, if you are going to implement versioning do not take the 

default.  

The location is set to the value of the CURRENT SERVER special register. 

The collection-id (schema) for the package is the same as the schema qualifier of the procedure. 

This may cause you problems with your existing naming conventions if Schema and Collection-

ids are not the same 

The package-id is the same as the specific name of the procedure. 

If you want to change the collection-id  for the name of the package, you need to make a copy of 

the package.  
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